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Abstract 

The paper presents two related open-content projects hosting multilingual data and designed in such a way as to make it possible for the 
component resources to interact. These projects are FreeDict, hosting bilingual dictionaries, and the Open-Content Text Corpus – a 
multilingual corpus with a parallel component. Both are located at SourceForge.net, and make use of many of the advantages of this 
dissemination and collaboration platform. Both use the TEI Guidelines as the encoding format. The paper shows how the design of 
both projects facilitates standards-related research. 
 

1. Introduction 
The most recent ISO meeting at the City University in 
Hong Kong held a panel on data sharing and the notorious 
problems connected with it. One way to cope with what 
Doug Cooper – one of the conveners of the panel – called 
shy data (something you can “meet in public places, but 
can't take it home with you”, cf. (Cooper, 2010)) is to 
respect its shyness and expose only specific fragments via 
web APIs.  

The two open-content projects reviewed here approach 
the problem of shy data from a different angle: by 
providing a platform that makes it possible for at least 
some data to come out in the light, with a life-long 
guarantee of freedom. The projects are cross-platform and 
multilingual; they are also designed in such a way as to 
make it possible for their component resources to interact. 
Both are part of  SourceForge.net, with all the advantages 
of this web distribution platform, and both make use of 
different pieces of a single set of Text Encoding Initiative 
(TEI) Guidelines (TEI Consortium, 2010). The first 
project is FreeDict, hosting free bilingual dictionaries 
(https://sourceforge.net/projects/freedict/), and the other 
is the Open-Content Text Corpus (OCTC, 
https://sourceforge.net/projects/octc/). 

Both projects offer a wide variety of data across numerous 
languages, provided in a common format 
across-the-board, thus forming a useful test-bed for 
research on standards and interoperability. FreeDict has 
73 dictionaries at the moment (with new ones being 
encoded), while the OCTC currently has seeds (minimal 
subcorpora) for 55 languages. Apart the monolingual 
component, the OCTC also has an alignment part, in 
essence a project-wide parallel corpus component – this 
component is one of the planned points of synergy with 
FreeDict, because it has the potential for yielding 
bilingual material for the purpose of facilitating 
lexicographic study. 

 

FreeDict has been part of GNU/Linux package 
repositories for years and has gone from TEI P3 in 2000 
through TEI P4 and on towards TEI P5 (the migration is 
not yet complete), while the OCTC is a very fresh 
development, using the newest version of TEI P5. These 
projects have the potential to become a testing ground for 
various standards, practically as far away from “the 
armchair” as it gets – where virtually every design 
decision has consequences for the entire system, and thus 
it becomes important what exactly standards do to 
constrain the possible choices. 

Below, we look in turn at the history of FreeDict and the 
Open-Content Text Corpus and then at what their points 
of synergy are and at what research opportunities they 
offer. 

2. FreeDict  
The FreeDict project started in the year 2000 to fulfil its 
founder’s, Horst Eyermann’s, vision of creating a 
repository of free bilingual dictionaries available on every 
platform via clients using the DICT protocol (cf. Goltzsch, 
2000).1 The timing was perfect: the DICT protocol (Faith 
and Martin, 1997) had been launched a couple of years 
before, SourceForge.net had already been a year old and a 
stable platform, and the Ergane project 
(http://download.travlang.com/Ergane/) had released 
under an open license its small but numerous dictionaries, 
the products of crossing several basic bilingual 
dictionaries of Esperanto, which was used as the bridge 
language for the creation of derivative lexicons. These 
lexicons were what Bański and Wójtowicz (2010) would 
later, in the context of the OCTC, call seeds: often, they 

                                                           
1 The earliest 27 FreeDict databases (in the DICT format) that 
can be found at ftp.dict.org date from January 2000 (by 
September 2000, there were already 40 of them). At the 
beginning, FreeDict operated from freedict.de, only after a while 
moving to SourceForge as the primary site. 



had only a few hundred headwords, but they existed and 
that was what mattered: it is much easier to extend and 
enhance an existing resource than to create one from 
scratch – as we shall see below, the same principle lies at 
the foundation of the OCTC. 

There was one more fitting piece for the puzzle: the TEI 
had already gained recognition in the field of the 
Humanities and was the SGML application of choice to 
use for all kinds of encoding, from prose through verse 
and drama to entire collections of texts, culminating with 
its major flagship back then, the British National Corpus 
(http://www.natcorp.ox.ac.uk/). Very soon after its 
inception, FreeDict became a TEI project,2  using the 
freshly revised final version of TEI P3 SGML 
(Sperberg-McQueen and Burnard, 1999). A couple of 
years later, the dictionaries were transduced into the then 
brand-new TEI P4 XML format (Sperberg-McQueen and 
Burnard, 2004) by the project’s second administrator, 
Michael Bunk. Transduction into TEI P5 was initiated in 
2008 by the present author, in the context of version 0.3 of 
the Swahili-English xFried/FreeDict dictionary, compiled 
by Beata Wójtowicz (cf. Bański and Wójtowicz, 2009a). 

As is usual in projects which are fruit of passion and at the 
same time characterised by a high “bus factor”,3 a sudden 
break came after Michael Bunk’s efforts at re-importing 
all Ergane dictionaries on the basis of fresh Travlang 
databases went down the drain when it was belatedly 
discovered that Travlang had changed the licensing of its 
databases (announced solely in Esperanto). All the 
affected dictionary sources had to be withdrawn from 
distribution, which was the beginning of a 3-year 
stagnation period, during which only Debian package 
maintenance began to function. The work on the 
Swahili-English dictionary and enabling FreeDict tools 
for TEI P5 marked the revival of the project.  

While the present author gives himself a large part of the 
credit for stirring FreeDict from sleep, it has to be stressed 
that the little FreeDict community was easy to awake after 
some care was given to it, and some actual results 
demonstrated. This involved converting the FreeDict 
HOWTO to the MediaWiki format and creating every 
other part of the project wiki as well as not letting the 
community forget about the project, by getting the 
mailing archives free of spam and making sure that news 

                                                           
2 Sadly, without the TEI knowing much about it. Had FreeDict 
been recognized within the TEI, the dictionary module of the 
Guidelines would probably not have to wait until mid-2007 for 
conversion into a format fully suited to encoding electronic as 
opposed to print dictionaries. It seems that what failed was one 
of the components of successful standards creation: community 
expectations and pressure. The FreeDict community became 
passive end-users of the TEI, with no attempt at becoming part 
of the TEI community. On the other hand, it has to be pointed out 
that most of the dictionaries were very simple glossaries that did 
not put many demands on the encoding format. 
3 A developer’s high bus factor means a high risk that the given 
project stalls after that developer gets “hit by a bus”, i.e. leaves 
or suspends their activity, for whatever reason, cf. 
(Collins-Sussman and Fitzpatrick, 2007).  

of how things develop are published to the mailing list. 
The author’s modification of the XSLT part of the 
FreeDict build system (which is one of Michael Bunk’s 
invaluable contributions to the project) to support 
dynamic conversion of TEI P5 sources into DICT 
databases made it possible to continue the process of 
upgrading the sources, and getting the DICT project wiki4 
installed by Rickard Faith and co-maintaining it helped 
secure FreeDict’s position as a sister project to DICT 
rather than giving it the status of a distant satellite. This 
does not mean that DICT is treated instrumentally: the 
author co-maintains the vOOcabulum project (currently 
in the alpha phase), offering the first DICT client for Open 
Office, coded by Oleg Tsygany.5 

Numerous open-content databases have been added to 
FreeDict over the years. Currently, the project has 
dictionaries for 73 language pairs, with several new ones 
in the works (some of them, as is the case of Welsh 
dictionaries, as complete replacements for the existing 
ones). Some of the existing databases are in the process of 
being further developed and enhanced – the sub-projects 
include John Derrington supplying gender information for 
the French-English dictionary or Kevin Donnelly 
supplying Arabic script spelling variants for the 
Swahili-English dictionary, cf. (Omar and Frankl, 1997) – 
in both cases, the new additions are planned to be 
automatically carried over to other relevant existing 
FreeDict resources. A change of the versioning system 
from CVS to SVN eliminated a long-standing 
awkwardness concerning the architecture of the 
repository, and it is now easier to ensure communication 
between the repository and the static pages located at 
freedict.org. Currently, there is hardly a week without an 
SVN commit; thanks to Kęstutis Biliūnas, Debian 
GNU/Linux packages are released regularly.6  The 
FreeDict dictionaries begin to be part of scholarly 
research – for example, De Pauw et al. (2009) included 
the Swahili-English dictionary as one of the four 
resources that they used when evaluating bilingual 
coverage on a parallel Swahili-English corpus. 

3. Open-Content Text Corpus 
The OCTC started as a generalization of an idea to build a 
parallel Polish-Swahili corpus, coupled by a reflection on 
the current state of affairs in African language technology 
and similar areas, where data are hard to come by not only 
because they haven’t been produced, but because they are 
closed by various more or less reasonable licensing 
restrictions. The project is a continuation of its founders’ 
attempts to increase the degree of collaboration among 
                                                           
4 The DICT project (http://dict.org/), led by Aleksey Cheusov 
and Rickard Faith, also distributes its deliverables via 
SourceForge. Its wiki documentation is located at 
http://dict.org/w/. 
5  The prototype of vOOcabulum can be downloaded from 
http://extensions.services.openoffice.org/en/project/voocabulum  
6  See http://qa.debian.org/popcon.php?package=freedict for 
some statistics regarding the use of FreeDict packages in Debian 
GNU/Linux. 



African language technology projects as well as to make 
sure that even small language resources that would 
otherwise be discarded as not worthy of dissemination can 
be presented to others for extension and enhancement, as 
seeds that, produced by one, may be tended by others in 
subsequent projects. This is not only an attempt to rescue 
linguistic data in areas where data is scarce, but also an 
attempt to avoid wasting the effort and expertise of those 
who produce it, by creating a platform where everyone 
can donate as much time as they can afford to and still get 
credit and satisfaction for it. 

And that does not need to mean “satisfaction but no 
money”. Firstly, many small resources would not ever be 
turned into a monetary gain because they would be 
deemed too small or not valuable enough, or selling them 
would entail too many bureaucratic problems. Secondly, 
many resources are produced under various forms of 
licenses with a non-commercial restriction on their use, 
even though their commercial variants are not offered. 
This is believed to be “the right thing” to do for academics, 
and is a plague of academic projects that, by not making 
their deliverables truly free (as in “free to do whatever you 
wish with it”), close them to further re-use in the much 
more popular open-content/open-source applications. 
Thirdly, as Koster and Gradmann (2004) show, it is 
open-content and open-source strategies that benefit 
scholarship in the long run, also in the sense of potential 
financial gains. Fourthly, in the academic world, it is 
sometimes more important and profitable to be able to 
claim credit for a job well done than to sell to a few 
specialist centers or libraries. 

The OCTC consists of two major parts, monolingual and 
parallel, with the former grouping opportunistic corpora 
for individual languages and the latter holding documents 
that remotely point to selected parts of the former in order 
to create aligned texts (for some details of implementation 
see (Bański and Wójtowicz, 2010)). Note that this 
maximizes the gain from storing language resources in the 
monolingual part: the OCTC is not just the sum of its 
individual monolingual subcorpora – these subcorpora 
form a potential basis for the parallel part. Furthermore, 
single texts from the monolingual part are not meant to be 
enriched with linguistic annotations directly – they are 
stored in separate documents, which can be accompanied 
by annotation documents of various kinds, arranged in 
layers, the first of which is the layer of segmentation that 
separates running text into tokens and gives each token an 
identifier, which in turn can be referenced by other layers 
of annotation that contain e.g. morphosyntactic, syntactic, 
semantic or discourse information. There can be more 
than a single instance of the given layer of annotation, 
which makes it possible to e.g. compare the layers 
containing POS tagging, etc. There is a separate 
component for corpus tools, currently containing some 
general-purpose XSLT scripts. 

A system like that is called a stand-off system (Ide and 
Romary, 2007) and the architecture of the OCTC is an 
extension of the architecture of the National Corpus of 

Polish that the present author proposed and that was 
further refined with the participation of the NCP team, cf. 
Przepiórkowski and Bański (forthcoming). 

The OCTC contains seeds (minimal corpora) for 55 
languages at the time of writing, as well as a 
demonstration of a Polish-Swahili aligned document. It is 
placed under version control in the SourceForge 
Subversion repository and is accompanied by a wiki, a 
bulletin board, a mailing list for Subversion commits and 
a general mailing list (there can be as many mailing lists 
as there are subprojects). It also has a bug/patch/issue 
tracker and access to the SourceForge file release system. 

As can be gleaned from the above description, the 
research possibilities that the OCTC offers, both for data 
collection and manipulation, are plentiful, and the entire 
well-tested infrastructure is in place. Individual 
researchers or teams can co-maintain individual 
monolingual subcorpora or concentrate on the parallel 
component. Tools can be tested and produced for handling 
individual subcorpora as well as the entire corpus (the 
existing XSLT scripts for indexing and whitespace 
normalization are of the latter kind). Research 
advancement can be traced in the public mailing archives 
and the version control system. The system inherently 
enhances the possibilities for peer code- and 
content-review as well as for cross-project collaboration. 
Research on the parallel part of the OCTC can produce 
lexical resources for FreeDict.  

4. FreeDict and OCTC vis-à-vis standards 
and interoperability 

Both FreeDict and the OCTC use the TEI Guidelines for 
XML encoding. FreeDict has been through three 
subsequent versions of the TEI, and the OCTC is created 
according to the latest version, TEI P5. The adoption of a 
single standard for multiple multilingual resources both 
puts this standard to the test of versatility and 
interoperability, and testifies to its strength. This does not 
mean, however, adopting a single rigid schema for all 
dictionaries and all parts of the OCTC. Quite on the 
contrary: FreeDict aims towards three-level conformance, 
and the OCTC has separate schemas for the source text, 
the individual annotation layers, and for the aligned part. 

The idea of multiple stages of conformance derives from 
the Corpus Encoding Standard (CES and later XCES, cf. 
Ide et al., 2000), which defined the lowest level of 
conformance for source texts produced by automatic 
encoding, and two other levels for subsequent refinements 
of markup. A similar approach was suggested by Bański 
and Wójtowicz (2009b) for FreeDict: a fairly loose lowest 
conformance level for mass-derived glossaries, with two 
more refined levels: for semi-automatic encoding and for 
hand-crafted dictionaries that border on lexical databases. 
The OCTC defines a loose and a strict schema for source 
texts and time will tell whether this duality is useful. In 
each case, it is possible to define the given level as a 
subset of the general TEI schema thanks to the ODD (TEI 
“literate config file”, written in the TEI itself, cf. (Burnard 



and Rahtz, 2004)). Maintaining three ODDs, each of 
which defines a subset of the previous one, raises 
maintenance problems that could be overcome with the 
idea of ODD inheritance, recently brought up by Laurent 
Romary (Romary, 2009). Especially FreeDict may be 
useful for testing this new development.7 

Both projects should expect to reach “critical mass”, both 
in the number of lexicons/subcorpora and in their content: 
for FreeDict, this means the ability to concatenate (cross) 
dictionaries, forming new ones; for OCTC, this means 
attaining a stage at which useful aligned subcorpora may 
begin to be created. To achieve this, mass conversion of 
data may in some cases need to be performed, which 
raises problems of its own, concerning the quality of the 
result given the lack of human supervision. Again, 
representation standards become crucial here, and again, 
implementing standard-conformance levels may help a 
lot. 

FreeDict has already shown the need for standardization 
not only in terms of the encoding schema, but also in 
terms of data content describing grammatical or lexical 
properties – it is not a sensible approach to attempt to 
impose a single set of data categories (parts of speech, 
agreement features or even usage-note categories and 
values) on all the current and future dictionary 
maintainers, the more so that some resources are 
third-party donations. It is more likely to expect that each 
dictionary may declare the equivalence of the categories it 
uses with a set of standard categories. This is where the 
ISO Data Category Registry (Kemps-Snijders et al., 2008) 
or a linguistic ontology such as GOLD (Farrar and 
Langendoen, 2003) may come to rescue (it is actually 
tempting to subject both systems to the test of 
applicability and scalability). 

Another, related point of interaction with standards is the 
issue of interoperability of tools. It is to be expected that 
e.g. a memory-based tagger used for one subcorpus of the 
OCTC will be tried on another, in order to create an 
annotation layer that can later be used for comparisons 
with annotations created by other tools. Similarly with 
sentencers, aligners or any other kind of tools designed for 
large-scale applications – a resource such as the OCTC 
may turn out to be valuable for creators of such tools, who 
will be presented with a unified format of the input data 
from multiple languages and multiple text types. A similar 
challenge that FreeDict presents is in the area of 
dictionary concatenation, where entries from two 
bilingual dictionaries have to be satisfactorily aligned in 
order to produce a third one. A tool that is planned to be 
deployed for both projects and whose scalability and 
flexibility may thus be put to test is eXist, a native XML 
database (http://www.exist-db.org/). 

                                                           
7 Sharing parts of XML across ODDs can be partially achieved 
by XML Inclusions, but these can only help with maintenance to 
a certain extent and would create an appearance of complexity 
where what is needed is simplicity, also in the general outlook. 

The adoption of the TEI for both projects raises questions 
concerning other standards. One of the long-term goals of 
FreeDict is creation of transducers into three popular 
dictionary interchange formats: LIFT (Lexicon 
Interchange Format, http://code.google.com/p/lift- 
standard/), OLIF (Open Lexicon Interchange Format, 
http://www.olif.net/) and ISO LMF (Lexical Markup 
Framework, http://www.lexicalmarkupframework.org/, 
ISO:24613). One of the questions that arise in this context 
is whether to prepare three separate transducers, in effect 
using the FreeDict TEI schema as the pivot, or whether to 
nominate the LMF as the hub, which, given that the 
three-level FreeDict conformance is still to be instituted, 
may be a much more sensible solution. A similar question 
concerns interoperability of the TEI against other 
corpus-encoding formats, such as the ISO LAF family of 
standards (Ide and Romary, 2007) or PAULA (Chiarcos et 
al., 2008). 

Some of the problems arising in the context of 
implementing the TEI for complex corpus encoding are 
mentioned in Bański and Przepiórkowski (2009). An 
attempt to implement the TEI Guidelines for complex 
corpus encoding, especially with running, untokenized 
text at the bottom of the annotation hierarchy, reveals the 
still insufficient level of stand-off support in the current 
version of the standard (cf. (Bański (2010)) for more 
detailed discussion), from something that is independent 
of the specification, namely the lack of tools to support 
the TEI-defined XPointer extensions, to what can be 
called incomplete re-absorption of XCES innovations into 
the modern TEI.8 On the other hand, Przepiórkowski and 
Bański (2010) show why the TEI is nevertheless a 
sensible choice of an encoding standard for large, 
multi-layer linguistic resources. 

If the TIGER-XML format for treebank annotation 
(Mengel and Lezius, 2000) becomes re-cast as part of the 
TEI Guidelines, as Laurent Romary (p.c.) suggests, the 
OCTC will become an ideal alpha-testing environment 
for it as well. 

5. Conclusion 
The OCTC is designed to be to a large degree synergistic 
with FreeDict in terms of the data and the encoding 
standard used by both projects. The corpus may feed the 
dictionary project, which in turn may support various 
annotation tools for the corpus. 

Both are either gradually approaching full TEI P5 
conformance (FreeDict) or have been designed to be 
TEI-P5-conformant from the beginning (OCTC), which 
increases their potential for interoperability with various 
tools and with other formats. 

                                                           
8 For a sketch of the problem and a suggestion of a solution, see 
e.g. http://listserv.brown.edu/archives/cgi-bin/wa?A2=ind1003 
&L=TEI-L&T=0&F=&S=&P=35185 or http://listserv.brown. 
edu/archives/cgi-bin/wa?A2=ind1003&L=TEI-L&T=0&F=&S
=&P=36329.  



 

The fact that both projects potentially involve numerous 
research teams who may have the same aims for different 
languages or whose aims may be complementary while 
targeting the same set of data, creates the potential for a 
positive feedback loop, leading to improved co-operation 
and better results. The existence of many research groups 
within each project (this is especially true for the OCTC) 
may reduce the currently high “bus factor” and thus 
increase the resilience of individual subprojects. 

FreeDict and the Open-Content Text Corpus offer a 
wealth of opportunities for research and for testing 
interoperability among standards on many levels. Both 
have the potential to become serious players in the 
standardization game in their respective categories. 
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